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I will give a sketch of a project at the nexus of social
machines and artificial intelligence.
But is it a new project?

”It seems probable that once the machine thinking method had started, it
would not take long to outstrip our
feeble powers. There would be no
question of the machines dying, and
they would be able to converse with
each other to sharpen their wits.” †

†

A. M. Turing. “Intelligent Machinery, A heretical theory”. In: Philosophia
Mathematica 4.3 ([1951] 1996), pp. 256–260

The essence of the proposal is to build a computable
model of both the technical content that users
contribute to the popular Stack Exchange website, and
the epistemic process of learning through Q&A.

Cf. Oxford Calculators, 14th C., kinematics vs dynamics

Indeed, different parts of the project have been
considered for quite a while.
Though they haven’t been pursued universally…
”There are four reasons, I believe, why
AM ran out of steam: 1. AM ignores
the social environment of mathematics. 2. AM has no problem solving or theorem proving ability. 3. AM
only runs on one machine, rather
than a network of model mathematicians. 4. AM has no ability to
transmit or receive proofs to other systems.” †
†

E. Furse. Why did AM run out of steam? Tech. rep. CS-90-4. Department of
Computer Studies, University of Glamorgan, 1990

Related ideas have been pursued by DReaMers:
“Agencies equipped with a method for communication of concepts and selection of concepts better model the way in
which collaborative research progresses in science than
single programs running in isolation.” †
“…agents are able to discuss and refine conjectures,
raise counterexamples, negotiate meaning of concepts,
and improve upon a faulty proof.” ‡

†

‡

Simon Colton, Alan Bundy, and Toby Walsh. “Agent based cooperative theory formation in pure mathematics”. In: Proceedings of AISB 2000 symposium
on creative and cultural aspects and applications of AI and cognitive science. 2000,
pp. 11–18
Alison Pease. “A computational model of Lakatos-style reasoning”. PhD
thesis. University of Edinburgh, 2007

So, what’s new? Something seemingly unrelated.
Since 2000 (if not before) the idea of building collaborative math
and science digital libraries online; † since 2010 (or so), the idea of
using these libraries to support peer produced peer learning. ‡

†

‡

A. Krowne. “An architecture for collaborative math and science digital libraries”. MA thesis. Virginia Polytechnic Institute and State University, 2003
J. Corneli. “Peer produced peer learning: A mathematics case study”. PhD
thesis. The Open University, 2014

Actually, this was very much an early 2010s zeitgeist.

(Indeed, the success of Wikipedia and Stack Exchange
contributed to PlanetMath ”running out of steam.”)

So what now?
Well, now we suddenly have quite a lot of data.
Site
MathOverflow
math.stackexchange.com
Stack Overflow

Questions
87K
871K
1500K

— Great! Let’s use machine learning!
— Hm…
Using ML, Zhang et al classified Reddit posts according to their
associated ”discourse act”, i.e., as Question, Answer,
Announcement, Agreement, Appreciation, Disagreement, Negative
Reaction, Elaboration, or Humor. † Can we do more?
†

Amy X Zhang, Bryan Culbertson, and Praveen Paritosh. “Characterizing Online Discussion Using Coarse Discourse Sequences”. In: Proc. Eleventh International Conference on Web and Social Media. AAAI Press, 2017

A quasi-mathematics-specific way to get traction?
“We have opaquified each proof sentence by replacing LATEX
math with [*] and replacing links with [**]. The first 100
most frequent opaque patterns cover already half of all
42,931 ProofWiki sentences. The most frequent ones are as
follows (mapping easily to Mizar-style constructs):
5829 Let [*] be [**].
2688 Let [*].
774 Then [*] is [**].
736 Let [*] be [**] of [*].
724 Let [*] and [*] be [**].
578 Let [*] be the [**] of [*].
555 Let [*] be the [**] .” †
†

Developing corpus-based translation methods between informal and formal mathematics [Poster to accompany Cezary Kaliszyk et al. “Developing corpus-based translation methods between informal and formal mathematics”. In: International Conference on Intelligent Computer Mathematics. Springer. 2014, pp. 435–439].
http : / / cl - informatik . uibk . ac . at / cek / docs / 14 / ckjujvhg - cicm14 poster.pdf

(Let’s not even consider using bog standard predictive
text techniques to generate Q&A at this stage.)
(Cf. Sunspring, 2016.)

”In a future with mass unemployment, young people are forced
to sell blood. That’s the first thing I can do.”
”You should see the boys and shut up. I was the one who was
going to be a hundred years old.”
”I saw him again. The way you were sent to me. … That was a
big honest idea. I am not a bright light.”

A problem for knowledge representation and reasoning.

”The knowledge encoded in a network,
being declarative, is somewhat like that
stored in a book: it is available for
the support of intellectual activity
only if there exists some outside
agent that can retrieve the knowledge and apply it.” †

†

Gary G Hendrix. “Encoding knowledge in partitioned networks”. In: Associative Networks: Representation and use of knowledge by computers (1979). Ed. by
Nicolas V Findler, pp. 51–92

Interlude: For a properly mathematical culture!

”I want to propose two ideas. The first of these is that culture is
best seen not as complexes of concrete behavior patterns –
customs a set of control mechanisms – plans, recipes, rules,
instructions (what computer engineers call “programs”) – for
the governing of behavior. The second idea is that man is
precisely the animal most desperately dependent upon such
extragenic, outside-the-skin control mechanisms, such cultural
programs, for ordering his behavior.” †

†

Clifford Geertz. The Interpretation of Cultures: Selected essays. 1973

Progress so far revolves around building a modelling
language for mathematical communication and a
process model of the behaviour that takes place in
mathematical dialogues.
Representation
You have seen a bit of ”IATC”
in Dave’s talk.
I think that IATC could be
formalised using John Sowa’s
Conceptual Graphs, or similar
(e.g., Hendrix’s partitioned
networks).

Reasoning
On this side, we’ve shown a bit
less. One account is given in
Pease et al. “Lakatos-style
Collaborative Mathematics
through Dialectical, Structured
and Abstract Argumentation”.
In: Artificial Intelligence 246
(2017), pp. 181–219.
But today – with your help –
I want to explore something
more speculative.

You’ll recall that IATC has several performatives
Assert, Agree, Challenge, Retract, Define, Suggest, Judge, Query, QueryE

What might motivate a mathematical agent to make one of
these moves in a dialogue?
What if there was a roughly analogous set of primitives that we
could use to describe mathematical agents’ motives?
We might even take the following definitions as clues…
Virtual: ”A virtual 𝑋 (where 𝑋 is a common noun) is something, not an 𝑋, which has the efficiency (virtus) of an 𝑋.”
hisisalongwordhisisalongwordhisisalong– C. S. Peirce
Virtue: ”Active quality or power; capacity or power adequate
to the production of a given effect.”
hisisalongwordhisisalongwordhisisalong– 1913 Webster

We might start with this classic list and brainstorm
PTRANS: The transfer of location of an object
ATRANS: The transfer of ownership, possession, or control of an object
MTRANS: The transfer of mental information between agents
MBUILD: The construction of a thought or of new information by an agent
ATTEND: The act of focusing attention of a sense organ toward an object
GRASP: The grasping of an object by an actor so that it may be manipulated
PROPEL: The application of a physical force to an object
MOVE: The movement of a bodypart of an agent by that agent
INGEST: The taking in of an object (food, air, water, etc.) by an animal
EXPEL: The expulsion of an object by an animal
SPEAK: The act of producing sound, including non-communicative sounds †

†

Steven L Lytinen. “Conceptual dependency and its descendants”. In: Computers & Mathematics with Applications 23.2-5 (1992), pp. 51–73

[Audience feedback to the above prompt, 07/12/2017]
I wrote a couple suggestions on the whiteboard:
Digest a proof, Grasp an idea…
The following verbs and related ideas were then supplied by
the audience and recorded on the whiteboard as well:
Explain, Annotate, Announce, Prove, Formalise, Assume,
Contextualise, Map, Hypothesise, Calculate, Disprove,
Abstract, Invent, Disambiguate, Correct/Defend/Counter,
Suppose (a classic Imperative), Consider, Define/Let (Do to
things in existence vs bring things into existence) Apologise,
Construct, Metaphorise (Compare, Send, Accumulate,
Represent…)

Intro to Worked Example
▶ This example expands a monologue in detail (chosen for
today because it’s fun and comprehensible)
▶ It is “worked” in IATC, not with the process language
which is still work-in-progress (thanks again!)
▶ Work also in progress to translate this into a more formal
representation like Sowa’s or Hendrix’s
▶ We’ve also expanded one MathOverflow Q&A discussion
in similar detail, which would be more germane to the
technical proposal I’m advancing, but less accessible †

†

Joseph Corneli et al. “Towards mathematical AI via a model of the content
and process of mathematical question and answer dialogues”. In: Intelligent Computer Mathematics 10th International Conference, CICM 2017, Edinburgh, UK, 2017, Proceedings. Ed. by Herman Geuvers et al. 2017. url: http:
//metameso.org/~joe/papers/corneli2017towards.pdf

Worked Example
NB. This is in many ways the most interesting part

Worked Example
NB. Pointing to edges

Worked Example
NB. Pointing to a subgraph

Worked Example
NB. At least one relevant edge is not drawn (disconnected!)

Preliminary Implementation Effort
1. Graphical structures like the one I’ve shown you can be
pushed into a suitable backend (“reified RDF” again)
2. Knowledge extraction can be made with even lightweight
NL work (TBD per Kaliszyk et al).
3. NL patterns still need to be hooked up to computer
representations (TBD)
4. Once the patterns have been represented on the computer,
transforming the structures using a “graph grammar” is
possible: we’ve expanded one step from the above proof to
show feasibility. †
5. Heuristics like we’ve been discussing need to be
programmed and used to select grammar rules (TBD)
†

Joseph Corneli et al. “Modelling the way mathematics is actually done”. In:
Proceedings of the 5th ACM SIGPLAN International Workshop on Functional Art,
Music, Modeling, and Design. ACM. 2017, pp. 10–19

AI-MATHS (cf. Minsky’s “Professor Challenger”)
AI-Maths, which was developed as part of a project by the
Ministry of Science and Technology, has been trained to tackle
more than 10,000 math questions. Though the machine can
speed through numbers, there’s still a lot to be desired when it
comes to understanding math problems. For example, this
classic Chinese math problem asks you to figure out how many
chickens and rabbits there are in a cage, only giving you the
total number of legs and heads as information. To process that,
you need to know how many legs chickens and rabbits have.
The company that developed the robot, Chengdu
Zhunxingyunxue Technology, added that the machine might
have ”had a problem in understanding natural language.” ”I
hope next year the machine can improve its performance on
logical reasoning and computer algorithms and score over 130,”
Lin Hui, the company’s CEO told state news outlet Xinhua. The
company hopes that by 2020, such AI machines will be smart
enough to gain admission to top universities in China.

The proposal
Computer programs will be written to accomplish two tasks:
(T1) workable, albeit partial, translation of technical natural
language texts into formal knowledge representations; and (T2)
functional processes for heuristic reasoning that act on the
above-mentioned representations to pose and solve practical
problems in the domain. The fidelity and usefulness of this
model will be evaluated in two ways: (i) via synthetic research
based on computational challenges that agents can only solve
effectively if they have a good model of the domain, and, (ii) via
user studies with an intelligent tutoring system built using the
agent model. In the intelligent tutoring application, bots will
help novice learners answer their own questions, employing
George Pólya’s chief heuristic: “If you can’t solve a problem,
then there is an easier problem you can solve: find it.”

THE END

